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Abstract — Current Active Networks research projedsare
mainly realized in software-based host systems snce
commercial network devices lack required networking
programmability. This paper studies the active networking
approach using the Openet programmable networking
platform. Openet comprisss ORE (Oplet Runtime
Environment) and hierarchical services from low-level systems
to high-level applications, and provides a neutral service-based
programmability to network devices. Moreover, Openet can
have aistomer network services including Active Networks-
based services deployed on current commercial network
platforms.

We demonstrate the active networking with commercial
network devices by deploying the active network service ANTS
onto the Accdar routing switches. The performance of active
network communication is examined by the experiment in an
Accdar-routed active net and compared with regular non-active
network communication. The eperimental result reveals that
Java network 1/0 is a bottlenedk of enhancing capsule
processng capability and ends up alook at what active network
services are applicable to current commercial network
platforms. Finally we present observations and future works
about active networking through the Openet platform.

I. INTRODUCTION

Progranmable networking techndogies auch as Active
Networks [2] expose anovel approacd that allows customers
to introduce value-added services into the network “on-the-
fly”. Typicdly, through the Active Networks, applicéions can
deploy new protocols and change their services dynamicdly
for spedfic purposes in terms of adive padets. Thus, the
exciting oppatunity is that the network infrastructure can be
changed by network service providers and aher third parties,
rather than orly network device providers.

The present-day trend in commercial-grade routers and
switches is to implement ever more functionality of network
in hardware, resulting in ever-faster performance, bu ever-
lessflexibility, since only fixed sets of services and protocols
are suppated. As more of the functiondlity is frozen in
silicon, less is the caahility to introduce new service and
customizaion inside the network. This limitation makes these
network devices unsuitable for hosting Active Networks
services, resulting in that their current implementations are
primarily dore in host-based systems.

In order to enable programming services, network devices
must be, in addition to fast performance, equipped with the
networking programmebility. The Nortel Networks

Techndogy Center has propesed ou a programmable
networking platform, Openet [1], which is a service-based
internetworking  infrastructure  that  delivers  auch
programmabili ty to dversified network devices.

This paper studies the deployment of Active Networks
services using the Openet platform onto commercial network
hardware. Openet provides the networking programmabili ty
by introduwing ORE and a stadk of hierarchicd network
services. The ORE is an open, datform-neutral, pue Java
runtime environment that is used to customize, download and
initiate network services dynamicdly. In terms of Oplets, all
network services are encgpsulated as ORE-based services.
These services are dasdfied into four caegories from low-
level system services such as JFWD (Java Forwarding) and
JMIB (Java MIB accesg to high-level applicaion services
such as adive network EEs (Exeaution Environments) and
their applicaions. Finally, services are injeded into the
network by having ORE download and adivate their Oplets
on retwork nodes.

The Nortel Networks Accdar routing switches[4] are used
with Openet in ou investigation. They are commercia multi-
gigabit prodwcts that provide in hardware L3 routing,
switching, filtering and classfication. To gain the wire-speed
forwarding performance the Accdar in the data plane
employs the ASIC (Applicaion Spedfic Integrated Circuit)
hardware techndogy that is not re-programmable yet.
However, the Accdar control plane is a CPU-based system
that can run Java and external program code. This property
allows Openet to be integrated so that the Accdar becomes a
re-programmable device that allows deploying network
services in the cntrol plane.

To demonstrate the adive networking cgpability on the
Openet platform, the ORE ANTS service, which implements
the MIT ANTS EE [6], is deployed on the commercia
Accdar routing switches. Within the Nortel Networks
corporate intranet, an experimental adive network is
constructed with adive nodes, nonadive nodes and a
downloading server. We succesully run ANTS applicaions
to enable the adive network communicaion over the network
andto examine the system performances of adive and regular
network communicaions through experiment. The result
shows that Java network 1/0O operations transmitting a cgsule
take much more time than processng a cgsule once faster
CPU is employed in network nodes. This bemmes the
number one cause impading the network performance

The remainder of this paper is organized as follows.
Sedion 2 briefs the DARPA Active Networks techndogy and
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related works. Seadion 3introduces the Openet programmable
platform, including ORE, hierarchicd services and Accdar.
Sedion 4argues how a serviceisinjeded to the Accdar, and
details ORE APIs as well asthe ANTS servicedeployment on
the Accdar. Sedion 5 pesents experimental results and
related discussons. Finally, observations and future works
are oncluded abou Openet and adive networking.

II. THE DARPA ACTIVE NETWORKSAND
RELATED WORKS

The DARPA Active Networks approach [2] is a major
effort to supdy the user networking abili ty under the Internet
infrastructure.  Through instaling multiple adive user
interfaces or Exeaution Environments (EES) on active nodes,
users can flexibly compose new protocols and dynamicdly
deploy new services for their spedfic purposes. These EEs
are referred to virtual macdiines and “programming
interfaces” that are avalable for the Active Networks
applications to process active packes or capsules and to
cortrol the processng.

Significant reseach worksinclude: the MIT ANTS (Active
Node Transfer System [6]) todlkit, the UPenn Switchware
architedure [5], the Columbia University Netscript language
[7], the USC/ISI Abore (Active Badkbore) [9], the Active
Networks protocol ANEP [8] and the BBN Smart Packed
network management [10]. To date, these developments have
been mainly redized in software-based hasts (e.g., Linux
systems) that offer the required programmability but lack the
performance required in red networks. Nonetheless the
foremost goal of Active Networks is to bring these adive
networking techndogies to commercia network nodes
(routers and switches), in which they also gain performance
from hardware accéeration.

. OPENET

Openet is originated from the open programmable
architedure for Javaenabled network devices [1]. The
Openet architecure depicted in Figure 1 includes two major
comporents of the Openet: ORE and Hierarchical Services.
In this edion introduces the two comporents as well as how
Openet works with the commercial hardware Accdar.

A. ORE

The Oplet Rurtime Environment (ORE) is the cre of the
Openet architedure. It is an open oljed-oriented networking
environment for customer service geaion and deployment.
At runtime, it suppats injeding customized software, e.g.,
the Active Networks EEs, into network devices through
seaure downloading, installation, and safe exeaution o Java
based service @de inside aJVM (Java Virtual Madine).

In order to seaure service downloading and management,
we define the Oplet as a self-contained downloadable unit

IEEE OpenArch 2001,April 2001

that embodes a nonempty set of services. Thus, services are
encepsulated by one or multiple Oplets, and Oplets in turn
pubish those services they provide to ORE. Along with the
service @de, an Oplet also spedfies wrvice dtributes,
authentication information, and resourcerequirements. Like a
Java objed, a service can inherit particular functions from
other services and dfersitsinterfaces pubic to them.

The ORE provides the mechanisms to dowvnload Oplets, to
resolve service dependencies, to manage the Oplet lifegycle,
andto maintain aregistry of adive services. Users can deploy
network services to the network by having ORE to download
and adivate their Oplets on particular network nocks.

User Oplets
Standard Services |Function Services
ORE JFWD
JVM JNI/Native Code

CPU

MEM

‘ Filtered packets A Monitor status #New riles

L

Figure 1: The Openet architedure

B. ServiceHierarchy

In Openet, all network services are encgpsulated by Oplets
and run within the ORE environment. Oplets are objeds and
provide pulic APIs accessble to application services.

To ease service gedion and gain platform independency,
Openet employs a service hierarchy that places these services
into four caegories: System, Sandad, Function and User, as
shown in Figure 1.

1) System services and JFWD

“System services’ are low-level network services that have
dired accessto the hardware feaures through JNI or native
codes. For re-programmable hardware, they are built over
native programming interfaces. Otherwise, for current ASCI-
based commercial hardware that is nat re-programmable, they
wrap the hardware instrumentation that controls the ASIC
behaviors. Thus, in fad, they by their neutral APIs determine
how much of the programmability Openet brings to
hardware. They require particular hardware knowledge, and
provide neutral APIsto upper-level services.

 JRWD: routing and forwarding service, daters
hardware packe processng kehaviors

« JMIB: MIB access ®rvice provides access to
hardware instrumentation



e JSNMP: SNMP client, provides accessto the SNMP v2
agent

« JPCAP: local packe capturing service using Berkdey
libpcap (if available)

Of the e&ove system services, JFWD is a fundamental one
that provides platform-independent Java APIs that customer
services use to ater the routing and forwarding behaviors on
network nodes. It includes a number of standard service
mappings 2ich as MAC address ARP, IP routing, IPfiltering,
IP Diffserv and VLAN (Virtua LAN). JFWD
implementations on dfferent network platforms (e.g.,
Accdar/VxWorks and Linux) require use of native codes or
communicaions. On the Accdar routing switches, the JFWD
implementations turn ou to be a wrapper around the
hardware instrumentation interfaces.

A typicd use of JFWD isto instruct the forwarding engine
to alter padket procesgng through theinstallation d 1P filters.
A filter iscomposed of MAC address IP or transport protocol
header, or their combination, and a padlicy that spedfies the
adion exeauted to the matched padkets. The pdlicy can define
where the matched padkets are delivered o how the padket
content (e.g., Diffserv remarking) is altered. Diverting
padkets to the CPU (at the control plane) alows customer
services such as AN EEs to cgpture padkets that match
particular filters (e.g., the protocol type is ANEP) from the
forwarding plane and thus to processthem.

2) Sandad services

“Standard Services’ provide the ORE standard fedures
for customer service aedion and deployment. They are dso
used to conduct user interadion with ORE.

OpletService  Oplet service API, exended to create
servicedescriptions andinterfaces

* ManifestOplet: Oplet encapsulation atstract interface,
implemented to create service-spedfic Oplet

e Startup: OREstartup service, auo-starts gedfied
services when the ORE starts

e Shell: telnet-like user interface service, provides
shell commands to manipulate Oplets andor network
services (e.g., start andstop)

« Logger: ORE log service, provides printout
duringrunning services

3) Function services

“Function Services’ provide common functionality or
utility used to rapidly crede user-level services. They are
intermediate services coming with the ORE release or
contributed by athird perty.

e HTTP: HTTP service
e JDiffServ: Diffserv interface, provides accessto the
hardware Diffserv feature
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« Jeapture  Packe capturing service, sets P filters and
diverts packesto CPU
e |pPacket: IP packe utility, constructs IP/TCP/UDP

header and pagload
4) User services

Namely, “User Services’ are the user-end applicaion
servicesfor particular purposes. They are built using the other
threelower caegories, dependent onwhether they require use
of existing services and hardware fedures. Typicd
application services include dtering padket forwarding
priority, QoS setup, mobile aents, network monitoring,
Active Networks EEs, network intrusion cetedion, protocol
composition and personalized communications.

Metwork Services

ORE | JFWD
VM

CPU

Control
Flane

Forwarding‘ Switchi hric
Plane # / \ #
Forwarding Forwarding
Rules Rules
Forwardin Forwardin
Processor Processor
Statistics Statistics
EhIonmtors EhIomtors
Traffic

LI L.

Figure 2: Accdar and Openet

C. Accdar Routing Switch

The Accdar, or Pasport’, achieves a significantly higher
level of performance by introducing two separated working
planes control and forwarding, as depicted in Figure 2. The
forwarding plane dong the data path is implemented using
ASICs that can forward padkets up to 256 gbps (gigabits per
semnds) withou consuming any CPU resource
Conventional routers and software-based routing systems
involve CPUs in bah padet forwarding and forwarding
control, hence reduce the level of performance that they can
adhieve.

The oontrol plane utilizes the whoe CPU resource, and
resides the VxWorks OS and the ambedded Java VM.
Moreover, it runs ORE, and howses diversified network
applications that make up d customers' intelligences and

! Pasgort/Accdar 110, 8600 and other models are available in
the commercia market without Openet. Openet is free ad source
open for the reseach purpose.



value-added services. As a result, the Accdar brings the
Openet programmabili ty to red networks.

How does Openet work with a network node like the
Accdar? Basicdly, ORE and retwork services are initiated at
the control plane. In fact, these services can be divided to two
planes: control and data, acarding to which plane they serve.
Control-plane services ded with network management issues
such as changing network corfigurations (e.g., routes), or
atering the forwarding behaviors (e.g., forwarding priority)
along the data path. Data-plane services such as new protocol
procesor cut through the data path and take in and process
particular padkets before forwarding them.

IV. SERVICE DEPLOYMENT

With Openet, network services are ammposed using normal
Java dasses. Before they get deployed to the network, they
are encapsulated with the ORE Oplet interfaces to have the
Openet programmabili ty. This sdion describes issues abou
the service deployment.

It is obviously of interest that commercial network devices
like the Accdar embody the Active Networks approach to
red networks by hosting these EEs. The MIT ANTS is a
typicd EE for composing and deploying new network
protocols dynamicdly. It employs mobile cde, demand
loading, and cading techniques, and provides a software
padkage that comes with a todkit and several demonstrative
applications such as ping and multicast.

To deploy this srvice, we've built an ORE ANTS service
named “AntsNodeService”, which provides the same ANTS
EE cepability as the original MIT ANTS distribution daes.
Through wrapping the MIT ANTS code, this ORE ANTS
implementation is completely injeded orto the Accdar
1100B and 8600routing switches.

A. Two Oplet APIs

The ORE provides two Oplet APIsfor service gedionand
encgpsulation.

1) Base service

The first APl “OpletService” is a base dass of service
credion that a new service etends to define its interface
That interface tassincludes the service description and the
servicefunction interfaces.

A servicealso has ancther class(cdled as the objed clas9g
to implement its interfface ¢ass That obed (eg.,
AntsNodeServicd mpl.java) redizes the astomer
functionality that provides a service(e.g., an Active Networks
EE) as well as two private methods that the service Oplet
internally uses to start and stop the functionality. It also can
import Java codes of other services or user programs.

2) Service Encapsulation
The second “ManifestOplet” is an abstrad interface of
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service encgpsulation that an Oplet (e.g., AntsNodeOplet)
implements to encapsulate the service and register it to the
ORE. ManifestOplet has two methods: startService() and
stopService(), which are used by the ORE to start or stop a
service

While loading the Oplet, the ORE extrads the service
information from a manifest file like “Ants.mf”, including the
Oplet name, service padkage and description and dependent
services. Thisfileis consistent with the service Oplet.

B. Service Package

The Java mde of a serviceis paded to ajar file for ORE
downloading, which may include the below Java dasses and
other user-defined classes.

e AntsNodeServicejava:
interface
e AntsNodeServicempl.java: the
implementation, wraps “ package ants’
e AntsNodeOplet.java: the Oplet, provides the
“ AntsNodeService' service
e Antsmf:
the serviceinformation

the AntsNodeService pulic

AntsNodeService

the service manifest, provide

The jar file (e.g., ore-ants.jar) can be stored in the locd
ORE diredory “<ORERDOT>/ore/jars/”, or uploaded to a
trusted server for later downloading.

C. Servicelnjedion

The final stage of service deployment is to injed network
services to network nodes, which implies downloading and
adivating their code within the ORE. There ae & least three
ways to do d/mnamic service injedion, e.g., the ORE shell
service the ORE startup service and a user service initiation
service. Once ORE downloads and then adivates the service
Oplets, they are injected and thus become locd services (e.g.,
ontheAccdar).

The “AntsNodeService” is adualy the ORE wrapper
aroundthe ANTS code and generates an instance of the MIT
ANTS EE (version 1.9. The ORE ANTS service is padked
with bah the MIT ANTS padage and the AntsNodeService
one. Then, it's gored in aLinux HTTP server (seeFigure 3).

The Openet software including the ORE 0.3.3 and the
whole ORE ANTS are avallable via
“http://www.openetiab.org/downloads/”. More statements
abou this srvice deployment are detailed in [11].

D. Our Active Net

Within the Nortel Networks corporate intranet, we
construct an experimental adive net that mainly includes 3
adive nodes and 3 nonradive ones, shown in Figure 3. The
Accdar 1100B or 8600 routing switch, and 3 PC boxes are
locaed in an experiment network (net 10), which is routed to
the intranet where working madines sch as Sun
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workstations are. The ORE ANTS service is loaded onthe
Accdar node and tested with the ANTS applicaions such as
the ANTS Ping (APiIng).

 Accdar 110B: PowerPC 40366Mhz with 32 MB
memory and VxWorks 5.3, & the active router runnng
the ORE ANTS

 Accdar 8600 PowerPC 740268Vhz with 64 MB
memory and VxWorks 5.3, & the active router runnng
the ORE ANTS

e 2 Sunworkstations: UltraSPARC 1/16Mhz with 128MB
memory and Séaris2.7, a SouceandDestination hats
runnng MIT ANTS

e HTTP server: PlI/400MHz s/stem with 32 MB memory
andLinux 2.2.14, povidingthe OREservicejar filesand
the ORE ANTS configuration

e 2 PCs: PlI/A0OMHz gstems with 32 MB memory and
Linux 2.2.14, & urce and cestination hats running
regular Ping.

ORE ANTS
MIT ANTS (Accelar 1100B or 8600 Routing Switch) MIT ANTS
10120101102 [ “# ,
134.177.116. 108 134.177.116. 104
Destination Host Download Source Host
(Sun Workstation 1) oplets (Sun Workstation 2)
10.120.101.50 I;T ”:“ 10.120.101.51
Linux PC | Limux PC
(Ping use only) i mi (Ping use only)
10.120.101.20
HTTP server
(Linux PC)

Figure 3: The experimental adive net running ANTS EEs

To reflea the @ove network, we modify some ANTS
configuration files auch as “ants.config” and “ ping.routes’ to
use the Accdar as the adive router and two Sun workstations
as the Source and Destination hasts. All the @nfiguration
filesare dso stored in the same HTTP server.

The ORE ANTS service runs as follows. After boding
(with the ORE boa image), the Accdar downloads and then
starts the ORE core, the ORE ANTS and aher services from
the HTTP server. When the ORE ANTS service is loaded, it
further downloads these @nfigurations and uses them to set
upthe ANTS EE. On the two hasts, the original MIT padage
is used to start the ANTS EEs with their own configurations.

To wsethis ervice the ANTS Ping applicaionis garted at
the Source host and sends 100cgpsules to the Destination at a
given interval. Initia processng the casules by the ORE
ANTS EE at the Accdar indicates that it encourters a new
adive service, i.e., the Aping service Then it sends a request
to the casule’'s ource for loading the Aping service mde.
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Once the mde is transferred to the Accdar, the ORE ANTS
EE exeautes it to process the first and then subsequent
cgpsules o that they are forwarded to next ANTS-enabled
noce (i.e., the Destination hast). When the Destination echoes
the APing capsules, the Accdar (now the Aping code is
installed) can reaily process eah feedbadk capsule and
forward to the intended Source host. Those casules
transmitted and receved at ead nock show that all the ANTS
EEs are working properly, including the ORE ANTS services
ontheAccdar.

V. EXPERIMENT AND RESULT

System performanceis avery concerned issue to the adive
networking approach. In this sdion, we study the
performance in terms of delay and throughpu and compare
adive networking communicaion with regular IP
communicaion, through ou experiment based onthe adive
net shown in Figure 3. The Accdar node, which is either
1100B or 8600, routes bath adive and regular IP padket
traffic during the experiment.

A. Experiment

The experiment has two fundamental goals regarding the
adive networking services with the commercial network
hardware platform. The first goa is to verify that through
Openet the ANTS EE is deployed onthe Accdar and works
with other ANTS EEs on the Source and Destination hasts.
Sedion |V has already described how to achieve this goal by
loading and adivating the ANTS EEs and applicaions on the
Accdar and Sunworkstations.

The second goal is to evaluate the service performance
and to determine the impaa of adive communicaion and
cgpsule processng on the system performance, as compared
to regular nonadive network communicaion. To achieve
this, bah ANTS Ping (APing) and regular Linux Ping (Ping)
applications are tested (becaise other ANTS applicaions are
nat easily comparable). In the adive net, the Aping test uses
two Sun workstations as Source and Destination hats, the
Accdar as the adive router and a Linux PC as the HTTP
server. The Ping test uses two Linux PCs as urce ad
destination, which are dso conreded by the same Accdar.

Two Accdar routing switches 1100B and 8600are used
respedively in the adive net, with al the tests repeaed.
Accdar 1100B has a slow CPU while Accdar 8600 tas afast
CPU. Through testing with these two Accdars, we can
understand hawv those CPUs perform cgpsule processng
differently.

The two applicaions are tested by sending at least 100
padkets or cgpsules at some regular intervals. The Aping
cgpsule sizeis 83 hytes whil e the Ping padket sizeis 64 bytes.
Initially, when Aping is garted the first time, it sends 100
cgpsules at 1000ms interval. Then, Aping is repeaedly tested
and measured uncer 4 different intervals from 0 to 1000ms.
Ping is tested orly twice by sending 100 (or more) padkets at
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two extreme intervals, oreinterval is 0 (using “ping —") and
the other is 1000ms (using “ping” ). Both APing and Ping are
tested under normal traffic rather than overloaded. It seams
senseless having badground traffic congest the network in
this experiment sincethe Accdar has athroughpu as much as
10 gbps.

B. Results and Analysis

Network communicaions in the experiment are padket- or
cgpsules-based. At ead node, al padets or cgpsules
transmitted and recaved are @urted, and their departure and
arrival time ae measured. Following the experimental result
isour analysis.

1) Loss

Having al the casules delivered is very important to
adive networks applicaions, even though the network may
not guaranteeit. In Aping, when the Destination hast recaves
a cgsule, it returns a feadbadk cgpsule to the Source host.
The numbers of feedbad cgpsules receved at the Source
host are drawn in Figure 4 and indicae how many capsules
are seaurely conveyed in the adive net.

Packet received at Source Node|OPing
(100 packets or capsules sent) |EAping(11008)
Packets M Aping(8600)
120 -
100 100 100 100 100
100 -
é;//
80 %
-
60 %
.
40 - %
20 ! %
| | ;/ Interval
0 - w %/j (ms)
0 10 100 1000

Figure 4: Receved padkets for Ping and Aping

In this experiment, of al the Aping tests with four
intervals, only two tests that use Accdar 1100B and work at
other intervals (0 and 10ms, lessthan the casule roundtrip
time) lose their capsules. Other tests that either work at
intervals 100ms and 1000ns or use Accdar 8600
communicae dl the 100cgpsules and their feedbadk ones.

The worst case that the Source host only recaves 21
feadbadk cepsules happens when Aping sends cgpsules to
Accdar 1100B uninterruptedly (i.e., its interval is Oms). The
ressonis that the ANTS communicationis based onthe UDP
channel and thus does not guarantee padet delivery. The
UDP communicaion is adualy blocked when the next-hop
nodks (i.e., the Accdar and the Destination hest) are busy in
receving and processng incoming capsules.

In comparison, al the APing tests using Accdar 8600at all
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intervals do nd lose cgsule. This Accdar has aufficient CPU
competenceto processincoming cgpsulesin time, as aresult,
no UDP communicationis blocked even at Oms interval.

On the other hand, the two Ping tests with 0 and 1000ns
intervals receave al the feadbad padets, withou loss This
is because that bath Accdar and Sun workstation can process
the well-defined ICMP padkets immediately without blocking
the arival of next padket.

2) Delay and Throughpu

Table 1 lists the packet delay and throughpu values of the
APing and Ping tests. All APing tests are measured after the
Accdar and the Destination have loaded the APing service
code, except the APing ones “1000 (startup)” at the bottom
lines in Table 1. These “startup’ ones are the first tests in
which the Accdar and the Destination reed to load the APing
service @de from the Sourcehost before they can processthe
first incoming cgpsule.

Table 1: Packet Delays of Ping and Aping Tests
(In milli seconds)

Ping
Interval |First packet|Average| Throughput (pps)
0 1.2 0.1 10000
10 - - -
100 - - -
1000 0.8 0.1 10000
APing (110@B)
Interval |First capsule Average| Throughput (cps)
0 3209 - -
10 551 - -
100 139 32 315
1000 131 31 32.3
1000(startup) 760 53 19.6
APing (8600
Interval |First cgpsule| Average| Throughpu (cps)
0 47 391 2.55
10 12 11 90.9
100 12 11 90.9
1000 13 11 90.9
1000(startup) 462 36 27.7

Only the two APing tests that lose casules canna
cdculate their average delays and throughpus. Particularly,
for the Aping test at Oms interval, it is 3209s past when the
Source host recaves the first cgpsule feadbadk. Why? The
experiment shows that the Source host sends out al 100
cgpsules (consuming 3208 ms totaly) before turning to
recave cgsules. For Accdar 8600, the APing test at Oms
interval has a larger average delay of 391ms, which indicates
that capsules are ever buffered heavily before processng.

In ather tests that do nd lose their cgpsules, their average

6



delays and throughpus are pretty close, 31ms for Accdar
1100B and 11ms for Accdar 8600.

It's dso ndiced that the first tests “1000 (startup)” at
1000ms interval have bigger delays (i.e., 760ms for Accdar
1100B and 462ns for Accdar 8600 when the Source
recaves the first feadbadk cgpsule, but further tests“1000" at
the same interval have much shorter delays, 31ms and 11ms
respedively. The reason is that the later tests sve time
loading the Aping service @de on eadh noce dong the
cgpsule route.

The maximal throughput of the APing tests is foundto be
32.3cps (cgpsule per seaond) for Accdar 1100B and 90.9cps
for Accdar 8600.However the two Ping tests have the same
throughpu of 10,000 pp (padket per seaond) and the same
average delay of 0.1ms as well. This comparison reveds that
padket-by-packet procesdng in the ANTS service
significantly reduces the network throughput.

3) Delay Contributions of APing tests

To look into what contributes the caosule delay, capsule-
processng time cnsumed at eadh nock is measured by
comparing the time of receaving and re-transmitting one
cgpsule. Figure 5 depicts the delay contributions among
different comporentsin the Aping tests that have the minimal
average cgsule delays: 31ms for Accdar 110B and 11ms
for Accdar 8600.

Time (ms) Delay Contributions | EZAping(11008B)
l Aping(8600)
20 T
2x8

15 +
10

57 1x2 1x2

0 -

Source Destination Accelar Java /0 (4)

Figure 5. Delay distribution among comporents

The Source host does not process a cagsule (excluding
transmisson) and takes Oms. The Destination hast takes 2ms
to processa casule before returning a feedbadk cgpsule. The
Accdar processs a cgsule sent from the Source and a
feadbadk cgpsule returned from the Destination, consuming

totally 16ms for Accdar 1100B and 8ns for Accdar 8600.

That is, the Accdar 1100B takes averagely 8ms processng
eadt cgpsule, or 3 times dower than the Destination (i.e., a
Sun workstation). However Accdar 8600 takes 0.5ms, 3
times faster than the Destination.

The remaining time (13ms for Accdar 1100B and 8ns for
Accdar 8600 is consumed by the roundtrip communication
of a cpsule. In faa, it takes little time (less than 1 ms)
transferring a cgpsule among three nodes by the wire
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communication. So, that timeis suppasedly used by 4 pairs of
Java network 1/0O operations (write and read) on the three
nodes (1 onthe Source 1 onthe Destination and 2 onthe
Accdar). That is out of our expedation! However, additional
network tests based ona Linux PC and a Sun workstation
confirms that the Java overhead for a pair of simple UDP
socket 1/0O operations (i.e., a DatagramSocket server writes a
32-byte message and a DatagramSocket client reals it) needs
2~3 ms whil e the same socket operations using C/C++ takes
amost 0 ms.

That is, onAccdar 8600,a casule and its feadbadk need
2x0.5ms processng and 2x2ns I/O operation. The total time
of a cgsule delay related to Accdar 8600is averagely 5ms,
or at athroughpu of 200cps.

Compared with Accdar 1100B, in an APing test using
Accdar 8600, the whoe Java 1/O of a casule
communicaion takes 8ms reduced from 16ms, however
nealy 75% of the total 11ms cgpsule roundtrip time aising
from 42 of 31ms. This gives a leson that JVM
implementation, particularly in Java network 1/0O operations,
is the battlenedk of adive networking performance once the
cgpsule processng abili ty is enhanced.

C. Discusson

The éove experiment may not be complicaed bu it is
adequate to read the two experimental goals. It has verified
the deployment of the adive networks srvice ANTS through
Openet and also examined the performance of the Accdar-
based adive networking. Here we discuss common isues
abou the adive networking services with the Openet
platform and the commercia network platform, including the
performance eaduation d this experiment, pdentia
performance improvement through herdware and software
approades, andfinally the dassficaion d adive networking
services that are gplicable to the arrent commercia
network hardware platforms.

1) Performance ewaluation

Generally speaing, in this experiment, the overall
performance of the ANTS service running in current Accdar-
based adive network is smilar to that in conventional host-
only adive networks, and largely depending on CPU
competence ad Java runtime eeadtion. The maximal
throughpu of APing is 32.3cps using Accdar 11008 or 90.9
cps using Accdar 8600, which is not comparable to the
throughpu of regular Ping, 10,000 pp. This is nat a
surprising result. The main reason is that like ahost system
the Accdar has to use its limited CPU to process every
cgpsule prior to forwarding since its ASIC-accéerated
forwarding engines cannot process padets whase protocols
are not integrated. Actually those CPUs used in the host
systems here ae Sun UltraSPARC 1 @167/MHz and Intel
Pentium 1l @400MHz, neither of them is the strongest CPU
today. Of the Accdar routing switch family, Accdar 1100B is
an eoonamic produwct that is equipped with a PowerPC
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403@67MHz CPU and Accdar 8600is a superior one that is
equipped with a PowerPC 740@268vihz CPU. That's why
Figure 5 shows that the Accdar switches process an Aping
capsule distinctively, i.e., Accdar 1100B takes four-fold time
of a Sun hast does While Accdar 8600takes one quarter of a
Sun hast does.

In contrast, the regular traffic of Ping maintains the same
throughpu that is different from the adive network
communicaion, as $own in Table 1. This result is little
changed in the experiment even if both Ping and APing are
tested at the same interval simultaneously, because the
Accdar separates control and dbta planes. The Accdar
forwarding engines that ded with the regular traffic ae not
impaded under the condtionthat the Accdar CPU isbusy in
processng the adive network traffic.

2) How canwe enharcethe performance?

Typicdly, the ASIC techndogy enables commercia
network devices like the Accdar switches with high
cgpability that can forward regular traffic with well-defined
protocols at a designated rate of 1 gbps per port, or nealy 2
million 4Gbyte IP padkets per second. In contrast, the ative
padkets that exercise their own protocol are processed by the
Accdar CPU system at a rate aound 200cps. Such a low
throughpu canna med the performance requirement of
commercial data communications.

How can we ehance the performance? Obviously,
integrating stronger CPUs such as latest PowerPC chips into
commercial network devices like the Accdar is reasonable
and hes no problem in implementation. Accdar 8600coming
with faster CPUs such as PowerPC 740@266Vihz arealy
shows a very good performance improvement (seeFigure 5).
But it is little possbhle to enhance shortly the adive
networking performance @ high as the Accdar designated
rate due to the Java I/O overhead. Recent network
development using network procesors such asIXP 1200[12]
exposes ancther hardware gproach adiieving this
performance level, provided that Openet or smilar
programming platforms bemme available. But it has to
resolve the same overheal issue when it deds with Java
applications.

The software gproach can also enhance the performance.
In Openet, all network services except some low-level service
implementation are programmed uwsing Java. Java is good
aaoss platforms, bu poa at performance (see Figure 5).
Improving VM with code cading and JIT (just-in-time)
techndogies canna change this wegkness $nce the adive
code is dynamicdly loaded. However improving JVM in
expediting Java I/O operations is absolutely imperative and
efficiently.

Moreover, re-engineaing the adive network services to
couge tightly with commercia network hardware platforms
so that they can make better use of the high-performance
forwarding ability. Thisis potentially a viable solution to the
data-plane services, however it must avoid the platform-
dependent isaue. The Openet service hierarchy can solveit by
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building high-level application services upon low-level
system services that shelter the hardware diversity. See next
discussonfor detail.

Finaly, what can Openet do for that? In fad, Openet does
not affed the service eeaution except starting and
terminating. Once a service is adivated, the ORE Oplet
encapsulation that is just a wrapper of the service @de does
nathing with the service functionality. In the future, through
controlli ng use of resources (e.g., CPU, memory) per service,
Openet can prioritize but improve service performance

3) With Openet, what active network services are
apdicable to current commercial hardware?

The Openet’s goal is to provide ahardware-independent
programming platform that users can creade axd deploy
network services with their intelligence axd applicaion
purposes onto commercial network devices. Active network
services are particularly important but computation+intensive,
thus nat al of them are sufficiently suppated by current
commercial hardware due to low CPU competence. However
some of them are, particularly those do nd generate large
traffic and/or perform red-time wmmunicaion.

As gated in Sedionlll, in Openet, acmrding to the planes
they serve dl the network services including adive network
services can also be divided into control-plane and data-plane
services, regardlesswhat levels they are. Data-plane services
usualy are involved in applicaion-spedfic communication
and can apply user-defined protocols rather than well -defined
protocols to padket processng. Some data-plane services
such as adive multimedia services require service quality
guarantee such as red-time suppat, and thus are not
applicable to current network devices. Other data-plane
services like ANTS have loose or elastic time requirement
and are thus applicable.

Control-plane  services mainly ded with network
management such as corfiguration, service initiation, pdicy
natification and monitoring. They affed the data-plane
behaviors auch as forwarding and routing by changing service
pdlicies, bu do nd process data padkets diredly. These
services can be dore & system startup, on schedule, or
triggered by events, therefore they have few strict
requirements such as red-time configuration. They are
definitely the most potential network services applicable to
current commercial network devices.

Moreover, with Openet, customer services sich as adive
network services are hardware-independent. On commercial
network nodes like the Accdar, the are part ORE sitsin the
control plane. Through the Oplet encgpsulation, retwork
services whether they are adive networking-based o nat are
eaily encapsulated as Oplets, and ORE treds them in the
same way. Furthermore, through the service hierarchy,
customer services at the data plane ae loaded to the cntrol
plane and then access the data plane through invoking low-
level services. Some low-level services suich as FWD and
JMIB requiring both Java and retive @des may rely on
platform-dependent implementations but provide platform-
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independent APIs. They can be used by Active network
services guch as Netscript [7] that requires access locd
routing and interfaces and adive IP acourting [3] that uses
locd traffic monitoring feaures. Since ORE is Jva only and
platform-neutral, customer services are dso programmed
using Java so that they are portable to aher network
platforms.

VI. CONCLUSION

This paper presents two major contributions. The first
cortribution is that Openet is presented as a programmable
networking platform by which customer network services
including adive networks srvices can be deployed orto
commercial network devices. The deployment of the ORE
ANTS service on the Accdar routing switch shows that now
it becomes doable bringing the adive networking techndogy
to red network nodes. Moreover, these services under Openet
are portable acossnetwork hardware platforms.

The other is that through experiment the performance of
adive networking on the cmmercia network hardware
platform is examined using two commercial Accdar routing
switches. Since mmmercia hardware like the Accdar has
high forwarding abili ty for pre-defined network protocols but
limited padket procesdng ability for customized protocols,
the throughpu of adive network traffic is not comparable to
that of regular traffic. The main reason is that Java network
I/O operations is much more serious in impading the adive
networking performance than Java cagsule processng.
Several hardware and software gproaches have been
analyzed in commercia network devices improving the
performance particularly employing stronger CPUs in
network hardware and re-engineeing the adive network
services to make better use of the wire-speed forwarding
hardware.

Through service dassficaion, we redize that some adive
network services including most control-plane and certain
data-plane services are gplicable to current commercial
network hardware, as long as they do nd require red-time
communicaion a heary padket processng.

At this gage, we're having some works doing with Openet,
adive networking and retwork hardware platforms. First,
we're eploring Openet to develop padicd adive
networking applicaions aich as new service aeaion, QoS
provisioning and monitoring. Seoond, pating Openet
services to more network hardware platforms including non
Nortel brand and retwork processor-based network devicesis
highly demanded. Third, Openet will introduce new
mechanisms in improving service deployment, e.g., service
seaurity enhancement and thread-based resource dlocation.
Finally, even though latest commercia network products gich
as Accdar 8600 are eyuipped with fast CPUs, how to make
most use of both CPU and forwarding hardware in enhancing
the adility of customized padket processng in bah control-
plane and dita-plane and finally the performance of adive
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networking is ancther investigating issue.
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